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Abstract
Generic programming has recently emerged as a paradigm for de-
veloping highly reusable software libraries, most notably in C++.
We have designed and implemented a constrained generics exten-
sion for C++ to support modular type checking of generic algo-
rithms and to address other issues associated with unconstrained
generics. To be as broadly applicable as possible, generic algo-
rithms are defined with minimal requirements on their inputs. At
the same time, to achieve a high degree of efficiency, generic algo-
rithms may have multiple implementations that exploit features of
specific classes of inputs. This process of algorithm specialization
relies on non-local type information and conflicts directly with the
local nature of modular type checking. In this paper, we review the
design and implementation of our extensions for generic program-
ming in C++, describe the issues of algorithm specialization and
modular type checking in detail, and discuss the important design
tradeoffs in trying to accomplish both. We present the particular de-
sign that we chose for our implementation, with the goal of hitting
the sweet spot in this interesting design space.

Categories and Subject Descriptors D.3.3 [Programming Lan-
guages]: Language Constructs and Features—Polymorphism; D.3.2
[Programming Languages]: Language Classifications—C++

General Terms Languages, Theory

Keywords Generic programming, parametric polymorphism, con-
strained generics, concepts, specialization

1. Introduction
Templates are the cornerstone of modern C++ libraries. The Stan-
dard Template Library (STL) [42], Boost Graph Library [37], the
µBLAS Library [49], and the Computational Geometry Algorithms
Library (CGAL) [12], are all examples of widely-used, heavily-
templated libraries. Ironically, the same template system that makes
these libraries so flexible is also a significant source of problems. In
the unconstrained genericity model of C++, generic functions can-
not be compiled, or even type checked, in isolation of their uses.
Constrained generics for C++, in the form of type checking for
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C++ templates, can remedy many of the problems faced by users
and designers of generic libraries. Early discussions on constrained
generics for C++ can be found in [43]. A more recent and serious
effort was initiated by Stroustrup and Dos Reis [45], laying out
design goals for C++ constrained generics. This effort draws mo-
tivation from generic programming, a paradigm for designing and
implementing efficient and highly reusable algorithm libraries. Pi-
oneered by Musser and Stepanov [32], and introduced to C++ with
the STL [41], this approach is the foundation of the design princi-
ples of numerous C++ libraries.

Based on the goals in [45], an extensive survey of language sup-
port for generic programming [13], and experience in developing
several generic libraries, we have specified a constrained generics
feature for C++ [16] and implemented the specification as an ex-
tension to the GNU C++ compiler [15]. (In this paper, we refer to
C++with our proposed extensions as ConceptC++, and the extended
compiler as ConceptGCC.) The constrained genericity mechanism
we propose is designed to directly support generic programming.
Section 2 explains generic programming in more detail. We include
a general overview of ConceptC++ in Section 2.1, but the focus of
the paper is on features enabling algorithm specialization. We refer
to a component as specialized when its interface describes the min-
imal requirements on its type parameters, but internally the com-
ponent takes advantage of additional capabilities not required from
those type parameters. For example, C++ standard library imple-
mentations specialize the copy() algorithm for iterator types with
random access, for pointer types, for “segmented” iterator types,
etc. Such specialization is straightforward in today’s C++, which
lacks enforced interface specifications for template parameters al-
together, and is frequently used to simultaneously guarantee good
performance and generality.

Unfortunately, accommodating specialization and modular type
checking together for constrained generics presents a conflict. With
modular type checking, a component is type checked in isolation
of other components (only relying on the declarations but not the
definitions of components it refers to), guaranteeing that no use of
that component conforming to its interface will produce type errors.
Without specialization, our model of constrained generics for C++
reduces to System FG, which has provably modular type check-
ing [40]. Adding unrestricted specialization, however, creates vari-
ations in the body of a generic component, thereby compromising
the guarantees that modular type checking provides. For instance,
the addition of new specializations and overloads into a generic
component can produce ambiguities in the selection process. This
paper reports on the fundamental tension between specialization
and modular type checking and explores the design space of con-



strained generics for C++ in search of a “sweet spot” between un-
restricted specialization and modular type checking.
Our contributions are:

• We illustrate how and to what extent specializations compro-
mise modular type checking for constrained generics in C++.

• We relate these problems to similar problems studied in the
context of multimethods [8, 29] and Haskell type classes with
overlapping instance declarations [35] [47, §7.4.4.1].

• We consider and evaluate solutions proposed for multimethods
in the context of constrained generics for C++.

• We justify our decisions about specialization and modular type
checking for constrained generics in C++.

2. Constrained generics for C++
Generic programming is a paradigm for designing and implement-
ing reusable software libraries. A key principle of generic pro-
gramming is that abstraction does not compromise efficiency. The
generic programming discipline is essentially a process of grad-
ually making an algorithm more general by lifting unnecessary
requirements, such as dependencies on particular data-structures.
Starting with an efficient and practical algorithm, the author of a
generic library abstracts over details that are not essential for the
operation of the algorithm. This is repeated as long as it is still
possible to instantiate the generic algorithm and arrive at a con-
crete algorithm that has the same performance and semantics as the
original one [32]. Lifting an algorithm that adds the elements of an
integer array, into an algorithm that can fold the elements of any se-
quence using an arbitrary binary operator (this is the accumulate()
function of the C++ standard library), serves as an example. Spe-
cialization allows the lifting process to be taken further than would
otherwise be possible: the binary search() function in the C++ stan-
dard library, for example, can operate on sorted sequences with or
without random access. The function takes a logarithmic number
of steps in traversing the sequence with random access and a linear
number of steps without.

Integral to the generic programming paradigm is the system-
atic organization of constraints on type parameters into concepts,
which describe the commonly recurring abstractions in a particu-
lar domain. The archetypical example of the results of this activ-
ity is the STL and its documentation [1], which describes several
abstractions, chiefly different kinds of iterators and containers, as
concepts. The requirements on the input types of the wide selec-
tion of generic algorithms in STL are then concisely described in
terms of these concepts. In current C++, however, such constraints
are mere documentation and are not enforced, or even accessed, by
the C++ compiler. Library techniques exist to simulate the check-
ing of a limited class of constraints [25, 39], but their use cannot
be enforced. These library techniques have only gained modest use
and are not an adequate substitute for constrained generics.

A brief description of the generic programming terminology es-
tablished by Stepanov and Austern [1] is as follows: A concept is
a collection of requirements on a type, or types. We say that a type
(or a tuple of types) models a concept whenever it satisfies all the
requirements of that concept. A concept is said to refine another
concept if its set of requirements includes all requirements of the
other concept. The kinds of requirements in a concept are valid ex-
pressions (or function signatures), associated types, semantic con-
straints, and complexity guarantees. Function signatures specify
the operations that must be defined for the modeling type(s). The
associated types of a concept specify mappings from the model-
ing type(s) to other collaborating types (such as the mapping from
a container to the type of its elements). Semantic constraints and
complexity guarantees describe constraints on the required oper-

ations, but as non-syntactic requirements they fall outside of the
capabilities of ConceptC++.

2.1 ConceptC++
Following the terminology and practice of generic programming,
ConceptC++ introduces three new language features: concepts,
which contain the requirements on a set of type parameters; mod-
els, which state conformance of a set of types to the requirements
of a concept; and where clauses, which describe the constraints
placed on template parameters.

Our extensions to C++ allow the definition of concepts, refine-
ment hierarchies, modeling relationships between types and con-
cepts, and constraints on template parameters using concepts. Our
concept system draws ideas from several languages and their par-
ticular features. Parallels exist to Haskell type classes and instance
declarations; signatures, structures, and sharing constraints in ML;
interfaces and subtype constraints in object-oriented generics, etc.
We point out these parallels below while discussing the features
of ConceptC++. A thorough account of the relationship of generic
programming to features of several mainstream programming lan-
guages can be found in [13].

2.1.1 Concepts
A concept in ConceptC++ is an entity that describes the syntactic
requirements on a set of type parameters. Concepts can require the
existence of certain operations (functions), the existence of certain
associated types that are related to the concept’s type parameters,
and nested requirements.

Operations. Concepts may require any number of operations
with signatures using the concepts’ type parameters or associated
types. The following example defines a concept EqualityComparable
that requires its type parameter T to support the equality operation
== and inequality operation !=. The two operators are written as C++
declarations, with argument and return types specified precisely in
terms of the type parameter of the concept.

template<typename T>
concept EqualityComparable {

bool operator==(const T& x, const T& y);
bool operator!=(const T& x, const T& y);

};

Associated types. The types used for the argument and return
types of operations within a concept need not be limited to built-
in types, user-defined concrete types, or type parameters. There
are often other types associated with the computation, such as the
types stored in a container or pointed to by an iterator. Figure 1
defines the InputIterator concept, which contains an associated type
value type (introduced by the typename keyword) that indicates the
type that the iterator Iter points to. It is used as the result type of the
dereference operator ∗.

Nested requirements. An associated type defined in a concept
may refer to any type, and as such we cannot assume any func-
tionality, even the ability to copy an instance of that type. Require-
ments on the associated type can be introduced in two ways. First,
one may include the associated type in concept operations, such as
the operator∗ in Figure 1. Second, one may include nested require-
ments that state that the associated type (or any other type available
in the concept) must meet certain other requirements, that is, model
a particular concept. The where statement in Figure 1 is a nested
requirement stating that value type must model the CopyConstructible
concept, which allows it to be copied and returned from a function
call. Nested requirements are similar to where clauses, described in
Section 2.1.3.



template<typename Iter>
concept InputIterator : EqualityComparable<Iter> {

typename value type;

where CopyConstructible<value type>;

value type operator∗(const Iter&);
Iter& operator++(Iter& iter);

};

Figure 1. A simplified definition of the InputIterator concept from
our prototype implementation [15] of parts of the C++ standard
library in ConceptC++. The concept includes the associated type
value type, a nested requirement, and two required operations.

Refinement. When the requirements of a concept B subsume the
requirements of a concept A, we say that concept B refines con-
cept A. Refinement in ConceptC++ is written explicitly in the con-
cept definition, by listing all refined concepts in the concept header,
reusing the C++ inheritance syntax. In Figure 1, the InputIterator con-
cept refines EqualityComparable<Iter>, indicating that all of the
requirements of EqualityComparable are also requirements of InputIter-
ator. Refinement introduces an ordering between the two concepts:
InputIterator is more specialized than EqualityComparable, and every
model of InputIterator is also a model of EqualityComparable.

A concept collects a set of requirements into a single entity, and
can describe the interface of a software element, such as a function
or a class. Several mainstream object-oriented languages, includ-
ing Eiffel [26], Java [14], and C# [27], support constrained gener-
ics with subtyping constraints, using interfaces or abstract classes
to describe a set of requirements. Constraints in ConceptC++ do
not build on the C++ subtype relation. This enables concepts to
describe constraints on out-of-class functions, which are preva-
lent in generic programming in today’s C++. Mainstream object-
oriented languages have no equivalent feature to associated types
in concepts, such as type members in interfaces, requiring associ-
ated types to be pushed into the type parameter list for the inter-
face [13, 19]. Scala is a new, prominent object-oriented language
that does include type members in interfaces [33, 34].

Haskell type classes [48] and ML signatures [31] are language
mechanisms that express requirements on a set of types without
relying on subtyping. ML signatures can contain type members that
play the same role as associated types, and there is work towards
incorporating associated types into Haskell [4, 5].

2.1.2 Models
Models establish the crucial link between a set of (concrete) types
and a concept. Each model is a declaration that states that the spec-
ified types model a particular concept, providing bindings for the
associated types and operations required by that concept. Mod-
els themselves are syntactically similar to concepts. The following
model states that the type char∗ is a model of the InputIterator con-
cept shown in Figure 1:1

model InputIterator<char∗> {
typedef char value type;

char operator∗(char∗ const& p) { return ∗p; }
};

The model provides definitions that meet each of the require-
ments in the InputIterator concept, some explicitly and others implic-
itly. The ConceptGCC compiler verifies that the model meets all

1 We have slightly altered the ConceptGCC model syntax for presentation
purposes, eliminating the specialization header template<> and using the
keyword model.

syntactic requirements of the corresponding concept. The typedef
of value type meets the requirement for an associated type of the
same name. Likewise, the definition of operator∗ meets the re-
quirement for an operator∗ with precisely the same signature, and
provides a concrete implementation. Conspicuously absent is a def-
inition of operator++: the compiler will implicitly generate a defi-
nition from the InputIterator concept. To do so, the compiler synthe-
sizes the following function for operator++:

char∗& operator++(char∗ & p) { return ++p; }

Since ++p is an expression, any suitable ++ operator (built-in or
user-defined) can be found and normal C++ name lookup, overload-
ing, and conversions apply. Thus, even though the argument and
return types for concept and model operations are specified with
exact types (enabling type checking in templates), the implementa-
tion in the model allows “loose” matching to actual functions and
operators (allowing existing C++ code that relies on conversions to
work flawlessly with constrained templates).

Models themselves can be generic, thereby making them appli-
cable to a wide range of types. Generic models are written as model
templates, which describe a family of models and can be instanti-
ated with a particular set of types when necessary. The following
example generalizes the model InputIterator<char∗> to apply to
all C++ pointer types:

template<typename T>
model InputIterator<T∗> {

typedef T value type;

T operator∗(T∗ const& p) { return ∗p; }
};

Model definitions are akin to Haskell’s instance declarations.
Whereas instance declarations must contain a definition for each
requirement (that does not have a default definition) in the corre-
sponding type class, model definitions need not provide definitions
where a suitable function is in the scope of the model. Defining a
class that implements an object-oriented interface is also compara-
ble to defining a model. Model definitions in ConceptC++, however,
can be added retroactively: a model definition can apply to a set of
existing types after they have been defined. In mainstream object-
oriented languages, retroactive subtyping is not possible.

2.1.3 Where clauses
Concepts define requirements on type parameters, models specify
how concrete types meet those requirements. The third major lan-
guage construct in ConceptC++ is where clauses, which specify the
requirements on the type parameters of a function or class template.
Where clauses have a dual role in ConceptC++, ensuring both that
the arguments to a template meet the requirements of that template
and that the template itself does not rely on any template-dependent
constructs not explicitly stated as requirements. Requirements in
where clauses take on two forms:

Model requirements. The most common form of requirement in
a where clause is a model requirement, which indicates that there
must be a model for a particular concept and set of types. Model
requirements are written using the same form as models, e.g.,
a where clause containing InputIterator<Iter> requires that there
exist a model InputIterator<X> for any concrete type X bound to
the type parameter Iter.

Figure 2 contains a complete, fully-constrained implemen-
tation of the C++ standard find() function. The model require-
ment InputIterator<Iter> introduces the !=, ∗, and ++ operations
for the type Iter (shown in Figure 1), along with the associated
type value type. Similarly, EqualityComparable<value type>, in-
troduces the != operator on values of type value type. Together,



template<typename Iter>
where { InputIterator<Iter>, EqualityComparable<value type> }
Iter find(Iter first, Iter last, value type value) {

while (first != last && ∗first != value) ++first;
return first;

}

Figure 2. A simplified implementation of the STL find() algorithm
as a constrained template.

these requirements cover all operations used in the find() function
template, allowing it to type check; see Section 2.2 for more infor-
mation about the type checking process for templates.

Same-type requirements Same-type requirements indicate that
two types are equivalent within the template. These requirements
correspond to ML’s sharing constraints between types in signatures
(see manifest types [23] and translucent sums [24] for detailed dis-
cussions on sharing constraints). As an example of the use of same-
type constraints, consider the STL merge() algorithm, which has
two template type parameters that model the InputIterator concept.
The value types of the iterators must be equivalent, even though the
iterator types themselves do not need to be the same.

template<typename InIter1, typename InIter2, typename OutIter>
where { InputIterator<InIter1>, InputIterator<InIter2>,
where { InputIterator<InIter1>::value type
where { In == InputIterator<InIter2>::value type }
OutIter merge(InIter1 first1, InIter1 last1, InIter2 first2, InIter2 last2,
OutIter merge(OutIter result);

2.1.4 Concept-based function overloading
ConceptC++ extends the notion of function overloading in C++ by
allowing two functions with the same name to differ only in their
where clause, and overload resolution will choose the most specific
function given the modeling relationships of the argument types.
Figure 3 shows the standard advance() function templates, written
in ConceptC++, overloaded for three standard concepts. The Rando-
mAccessIterator concept is a refinement of BidirectionalIterator, which
in turn refines InputIterator. The constraints of the third overload thus
imply the constraints of the second and the constraints of the sec-
ond imply the constraints of the first, making the three overloads
ordered from least to most specialized. In general, constraints can
induce an overload set that is not totally ordered.

template<typename T> where { InputIterator<T> }
void advance(T& i, difference type n) { while (n--) ++i; }
template<typename T> where { BidirectionalIterator<T> }
void advance(T& i, difference type n)
{ if (n > 0) while (n--) ++i; else while (n++) --i; }
template<typename T> where { RandomAccessIterator<T> }
void advance(T& i, difference type n) { i += n; }

Figure 3. The advance() function overloaded on several concepts.

The basic model of resolving a call to an overloaded function
is as follows: (1) select the set of candidate functions, that is, all
functions for which the argument types match the parameter types
and satisfy where clauses; (2) in the case of more than one candi-
date function, perform overload resolution based on types only; (3)
in the case of more than one function still left, use constraints in the
where clauses for determining the best matching function. This dif-
fers from, e.g., C#, where all type parameter constraints are ignored

for overloading purposes [28, §20.9.7]. The ordering determined
from where clauses is based on implication: one overload is more
specialized than the other if its concept constraints imply the con-
straints of the other but not vice versa. In ConceptC++, a set of con-
straints A implies another set B if for every constraint in B, there
is some constraint in A which is either the same or a refinement
of the constraint from B. This is a direct extension of the current
C++ rules for partial ordering of function templates [17, §14.5.5.2].
Section 4.1 discusses the relation induced by implication between
constraints in more detail.

2.2 Type checking constrained templates
ConceptC++ introduces improved type checking for constrained
templates. It is a common misconception that C++ offers no type
checking for templates at the time of their definition. In fact, type
checking of templates is divided into two phases. The first phase
occurs at the time of template definition, during which the com-
piler type checks expressions whose types do not depend on any
template parameter (directly or indirectly); these expressions are
called non-dependent. The second phase of type checking occurs at
template instantiation time, when the template parameters are sub-
stituted for their concrete arguments; then the compiler type checks
expressions whose types depend on one or more template parame-
ters, that is, dependent expressions.

Constrained templates in ConceptC++ perform more extensive
type checking in the first phase then C++, by considering every
expression to be non-dependent. Each expression is type checked
in the lexical scope of the template definition augmented with the
requirements stated in the where clause. These requirements are
introduced into the scope of the template. For example, the two
concept requirements in the where clause of Figure 2 introduce the
associated type name value type into the scope of find() along with
several function declarations:

// From InputIterator<Iter>
value type operator∗(const Iter&);
Iter& operator++(Iter&);

// From EqualityComparable<Iter>
bool operator==(const Iter& x, const Iter& y);
bool operator!=(const Iter& x, const Iter& y);

// From EqualityComparable<value type>
bool operator==(const value type& x, const value type& y);
bool operator!=(const value type& x, const value type& y);

Type checking of the template then uses a similar procedure to
the type checking of non-template code in current C++. To type
check the expression first != last, for instance, the compiler initially
gathers all operators with the name !=, including the two declara-
tions above from the where clause in addition to built-in operations
and any in the scope of the template. C++ overload resolution then
selects the operator!= that pertains to values of type Iter, and the call
is resolved to EqualityComparable<Iter>::operator!=(first, last).

If ConceptC++ provided perfect modular type checking, the
first phase of type checking would be sufficient to ensure that any
instantiation that meets the requirements of the template would be
valid. However, support for specialization implies that during the
second phase of type checking, at instantiation time, the compiler
will select more specialized functions and data types. The following
section describes the effect of specialization on the type system.

3. Type checking specialized generic components
Modern C++ libraries use specialization frequently to attain the
ideal of generic programming: combining generality and efficiency.



Several idiomatic implementation techniques are in use to imple-
ment specialization using current C++. This section discusses these
idioms, and explains how ConceptC++ provides direct language
support for them. The latter part of this section demonstrates the
difficulties that supporting specialization causes for modular type
checking of generic components.

3.1 Specialization in C++
In the compilation model of C++ templates, different code is gen-
erated for every different instance of a template. This instantiation
model, combined with the ability to specialize templates and the
fact that no constraints are necessary for type parameters, invites
generic component authors to take advantage of the properties of
concrete types bound to type parameters. For example, algorithm
specialization is used to allow the best implementation of an al-
gorithm to be selected for particular data types, or particular cate-
gories of data types described using concepts. This is a prevalent
idiom, e.g., in the C++ standard library.

Because overload resolution is delayed until instantiation time,
specialization works for calls inside other generic functions as well;
a single non-specialized definition of a generic algorithm may in-
voke other generic algorithms that are specialized. For example, the
inplace merge() function in the standard library implements its own
functionality without specialization, but calls directly or indirectly
several other functions, such as advance() and rotate(), that are spe-
cialized to obtain higher performance on data structures supporting
random access, and copy(), that can additionally be specialized to
use an architecture-specific routine for built-in pointer types.

To deliver the expected performance, C++ generic program-
ming libraries often rely on the compiler’s ability to inline generic
functions as well as it can inline non-generic functions. For ex-
ample, the reverse iterator adaptor in the standard library, given a
sequence, provides a view on the reverse of the sequence. This
adaptor has minimal performance overhead, as its functions contain
hardly any code, and thus are inlined into whichever component
uses reverse iterator. Similarly, the instantiation model can enable
the inlining of the arguments to higher-order functions. For exam-
ple, the transform() function is roughly equivalent to map() in func-
tional programming languages. In the C++ implementation, how-
ever, the binary operation passed to transform() is supplied both as
a template argument and as a value, and thus its code can be in-
lined into the body of an instance of transform(). Note that inlining
calls to generic functions does not strictly require an instantiation
model, and in fact has been done in Haskell, which usually imple-
ments generic functions using dictionary passing [20].

Finally, the combination of instantiation model, lack of template
parameter constraints, and specialization allow a form of metapro-
gramming with templates. For example, version 2 of the Matrix
Template Library (MTL) [38] includes a set of metaprograms to
generate unrolled code for some simple linear algebra operations
on fixed-size vectors and matrices. These metaprograms are writ-
ten using only the C++ template system, without any additional
tools being required. Due to the instantiation model, each use of
the metaprograms produces a separate piece of code, which can
then be inlined and optimized by the compiler.

Specialization is essentially about overloading on concepts.
Several implementation techniques are in use to emulate it in cur-
rent C++. Tag dispatching is based on tag types that correspond to
certain concepts; each type that models one of these concepts de-
fines an associated type that gives the tag type for the concept the
type models. Specialized generic algorithms are then implemented
as functions that detect the tag and then dispatch to a specialization,
which is defined as a separate function. A more refined dispatching
mechanism is presented in [25]. We reported on a library technique
for direct form of concept-based overloading [18] that does not re-

template<typename T> class vector {
public:

typedef T& reference;
reference operator[](std::size t);
T∗ data();

};

template<> class vector<bool> {
public:

class reference;
reference operator[](std::size t);
// no data() member: it doesn’t make sense

};

template<typename T> void foo(vector<T>& values) {
// type checks against vector<T>, but fails when T=bool
T∗ first = values.data();
T& front = values[0];

}

Figure 4. Specializations of a class template do not necessarily
define member functions as specializations of those of the primary
template, and may even omit member functions.

quire a dispatching function. Concept-based overloading was later
proposed as a language feature by Stroustrup [44].

3.2 Challenging overloading situations
This section describes two problematic scenarios in type checking
generic definitions in ConceptC++: mismatch in the members of
class template specializations and ambiguous specializations.

The first problem arises because C++ class templates may be
specialized, but the definitions of these specializations can be arbi-
trary. Figure 4 illustrates a portion of a generic, dynamically-sized
array class vector, its vector<bool> specialization, and a generic
function foo() that uses vector. The vector<bool> specialization, as
in the C++ standard library, optimizes for space by packing boolean
values as individual bits into an array of integers. This optimization
changes the interface to vector<bool> in two ways. First, since
there is no longer an array of bool values, a data() member func-
tion that returns a pointer to bool cannot be implemented. Second,
and more subtly, the type returned from the subscripting operator []
is no longer an actual reference to a bool value in memory; instead,
it is proxy class that one can use to read and write values of type
bool, but it translates these operations into bitwise manipulations.

The generic function foo() in Figure 4 proves challenging for
type checking. When the template is initially type checked, the
primary (most general) definition of vector will be used for type
checking, and the type check succeeds. However, when foo() is in-
stantiated with T = bool, the vector<bool> specialization is found
and both statements in foo() fail to type check at instantiation time.

Although it is possible to remedy these problems by restricting
the way in which specializations can be defined (i.e., a specializa-
tion of a class template must provide members that are specializa-
tions of the members of the primary template), we do not opt for
this solution in ConceptC++. To do so would make illegal many
existing, correct programs and make the template system largely
unusable for template metaprogramming.

The second problem, the possibility of ambiguous specializa-
tions, is an inherent conflict of specialization and modular type
checking. Even though all specializations are known to be correct
to use, an error occurs if no single specialization can be determined
to be the best. Consider the overloads in Figure 5. We assume three
concepts (loosely based on those from the SGI STL documenta-
tion [41]): Sequence provides the ability to traverse a sequence lin-



template<typename S>
where { Sequence<S>, LessThanComparable<value type> }
void sort(S& s) {

vector<value type> v(s.begin(), s.end());
quick sort(v);
copy(v.begin(), v.end(), s.begin());

}
template<typename S> where { SortedSequence<S> }
void sort(S& s) {}
template<typename S>
where { RandomAccessSequence<S>,
where { LessThanComparable<value type> }
void sort(S& s) { quick sort(s); }

Figure 5. Three sort() overloads. We assume here that the concepts
SortedSequence and RandomAccessSequence are not in a refinement
relationship with each other, but that both are refinements of the
Sequence concept. The definitions to establish these assumptions
are not shown. Note that a sequence type modeling SortedSequence
implies that its value type models LessThanComparable.

early, SortedSequence additionally guarantees that the sequence is
sorted, and RandomAccessSequence enables constant time access us-
ing an index (but does not guarantee sortedness). The Sequence con-
cept captures the minimal requirements for sorting, assuming the
element types can be compared, enabling the implementation in the
first overload. The second and third overloads both provide faster
implementations, to be used when more is known about the input
type. For the purposes of this example, we assumed that only one
comparison function is allowed for each type, and so any model of
SortedSequence is known to be sorted by the same key as sort() uses.

Assume the following model definitions and a call to sort():

class my ra priority queue { ... };
model SortedSequence<my ra priority queue> { ... };
model RandomAccessSequence<my ra priority queue> { ... };

my ra priority queue pq; ...
sort(pq);

The call to sort() is ambiguous. Overload hierarchies like this one
compromise modular type checking: a non-overloaded library com-
ponent, whose first-phase type checking succeeds, can call an over-
loaded function internally, which may be ambiguous in overload
resolution performed at instantiation time. To see this, assume that
the sort() functions in Figure 5 are internal to a module that pub-
lishes the following function in its interface:

template<typename S>
where { Sequence<S>, LessThanComparable<value type> }
S select n first(S s, int n) { ...; sort(s); ...; }

Type checking select n first() type checks the call to sort() with the
information that S models the concept Sequence, matching the first
sort() function in Figure 5. Then, all overloads in the current lexical
scope that are token-wise equivalent to the selected function, except
for stronger constraints, are considered specializations of the se-
lected function. Here, the second and third overloads are specializa-
tions of the first one. No ambiguity is detected at this point. Later,
invoking select n first() with an object of type my ra priority queue
that satisfies the constraints of both specializations realizes the am-
biguity between them. Here, sort() might not be part of the public
interface of the library, and thus potentially not known to the caller
of select n first(). We note that it is common practice in generic
programming to dispatch to overloaded functions internal to the
library, as discussed in Section 3.1. Moreover, the performance of

template object A;
method m(x@A, y@A) { ... }
template object B isa A;
method m(x@A, y@B) { ... }
method m(x@B, y@A) { ... }
object b isa B; m(b, b);

Figure 6. Ambiguous multimethod definitions.

libraries such as MTL and µBLAS is crucially dependent on spe-
cializing calls to internal library functions.

The ambiguity problem is not specific to ConceptC++ and has
been explored in the context of other languages and there are many
possible solutions. The following section analyzes these solutions
and their applicability to ConceptC++.

4. Design space of concept-based overloading
The notion of multimethods arose from the limitations of single
argument dispatch, which was, and still is, the only mechanism in
many object-oriented languages. With multimethods, dispatching is
based on the types of all of the arguments of a method. Multimeth-
ods were pioneered in CLOS and its predecessors [2, 3], followed
by a host of research and implementations in other languages, such
as Cecil and Java extensions [6, 8, 29, 30]. The expressive power
gained over single-dispatch came with a price, however, compro-
mising modular type checking and opening up the possibility of
“message not understood” and “ambiguous message” errors. For
multimethods, the goal is to detect calls that could fail at run-time
whereas in ConceptC++ we are interested in detecting calls that
could fail at later phases of compilation, that is, during the instan-
tiation of generic components. The “message not understood” er-
rors were illustrated by the missing data() method in Figure 4. The
“ambiguous message” errors correspond directly to the ambiguity
problem described in Section 3.

The Cecil code in Figure 6 shows a classic example of an
ambiguous method call in multimethods. The call m(b, b) cannot be
resolved to either of the last two definitions of method m(). Here,
calling m() will trigger the ambiguity at run-time; ConceptC++
detects ambiguities at instantiation time of generic components.

The research on multimethods has focused on type checkers and
analyses to efficiently detect ambiguities, and, to make this possi-
ble, suitably restricting the kinds of allowed multimethods. See [29]
for an analysis of the design space of such restrictions. More recent
work has focused on frameworks that can tolerate potential ambi-
guities, and only deal with them if they actually appear [30]. In
what follows, we describe overloading across various languages,
the issue of potential ambiguities and possible solutions to it, and
how these relate to ConceptC++.

4.1 Detecting and resolving ambiguities
Whether based on concepts, types, or values, the mechanism of
function overloading has a common core: an overloaded function
describes a set of constraints on its arguments. For example, the
constraint set of the first advance() function in Figure 3 could be
loosely described as:

• first argument is of type T

• second argument is of type difference type

• T models InputIterator

Constraint sets thus arise from the combination of concept con-
straints, traditional C++ type constraints, and same-type constraints
(which the example does not demonstrate). The constraints on a



group of functions induce a specialization ordering between the
functions; overload resolution then tries to find the function with
the most specialized set of constraints that matches a particular set
of argument types. Note that a constraint set can include constraints
involving more than one argument type, making it impossible to
define the specialization ordering by looking at each argument po-
sition in isolation, as is done by C++ overloading. All constraints in
the constraint set are considered equal in weight; there is no pref-
erence ordering between them.

Jones [21] studied extensively the properties of constraint sets
with specialization ordering based on implication, and their use as
bounds for type parameters of software components. The special-
ization ordering induced by the implication relation of constraint
sets is a preorder, a reflexive and transitive (but not antisymmetric)
relation on functions. Note that although we discuss functions here,
same principles apply to other kinds of overloadable entities, such
as class templates in C++. Under this preorder, which we represent
by -, A - B means that A is at least as specialized as B. For
overloading purposes, functions can be identified with their asso-
ciated constraint sets, and so we can think of A and B as sets of
constraints. Note in this definition that the wording is “at least as
specialized,” and so it is possible that two overloads are equally
specialized (e.g., they have exactly the same constraint set). It is
also possible for neither overload of a pair to be at least as special-
ized as the other, as with overloads on distinct concrete types.

From the preorder, we define an irreflexive, antisymmetric re-
lation ≺ in the standard way: A ≺ B iff A - B and B 6- A.
The meaning of A ≺ B is that A is strictly more specialized than
B. This removes the possibility of two overloads being mutually
related by the order ≺, as was allowed by -.

Given an overload set we resolve overloading by finding the set
of its minimal elements under ≺. A single minimal element means
that overload resolution was successful, an empty set indicates that
no overloads were found (if there was at least one overload before
overload resolution, there will be at least one which is minimal),
and two or more minimal elements indicates that several overloads
were equally good, and thus ambiguous.

We can now describe the ambiguity in the sort() overloads in
Figure 5 using this framework. Assume the three sort() overloads
are internal to a library L1, and let their constraint sets be A, B,
and C, in the order of their definition. The relation of the constraint
sets is described as B ≺ A, C ≺ A, B 6≺ C, and C 6≺ B. Further,
assume a public function f() (this corresponds to select n first() in
Section 3.2), whose constraint set is A, and makes a call to sort().
We are interested in type checking library L1 in isolation of any
uses of f(). Furthermore, we consider a call to f(), from an external
library, with types that satisfy some constraint set D, such that
D - B, and D - C. In this case, all overloads of sort() match, as
D includes enough requirements to satisfy all of their constraints.
The overload with constraint set A cannot be the best match, as A
is strictly dominated by the overloads B and C. Which of B and C
is a better match cannot be determined.

In general, there are three main approaches to deal with ambigu-
ities of the above kind: (1) type-systems that reject programs with
potentially ambiguous calls, (2) defining the rules of comparing the
constraint sets so that a total order is guaranteed, or (3) allowing
ambiguities to be detected at a later phase and providing ways to
deal with them. By “potentially ambiguous” we mean that it is pos-
sible to define types, somewhere in the program, that would lead
to an ambiguous call. We discuss these approaches in more detail
below, and analyze their suitability for C++.

4.1.1 Static overloading
The most straightforward approach is to forgo specialization alto-
gether inside a generic function. In our example, this would mean

that overload resolution performed during type checking the def-
inition of f() based on the constraint set A stays in effect, and
is not redone at instantiation time. Non-generic functions, on the
other hand, will still use overloading to select the most special-
ized versions of the functions they call. This approach provides
fully modular type checking. The G language for generic program-
ming [36, 40] follows this model. The approach is also used for
overloaded methods in object-oriented languages without multi-
methods, such as C++, Java, and C#.

One can design around the lack of specialization by making
each function that has specializations into a requirement of a con-
cept. For example, the advance(), distance(), etc. functions could
be function requirements in the InputIterator concept. Alternatively,
separate concepts, such as Advanceable, could be defined. This ei-
ther leads to “fat” concepts with many redundant requirements, or
where clauses with large numbers of model requirements, each of
which captures a single function.

This design for specialization does remove the problem of am-
biguities in internal overloads called by a generic function: all func-
tion calls are resolved when the function is first seen, and the over-
loads used never change based on the types of the arguments to the
function. Therefore, the only ambiguities possible from calling a
library function are ambiguities caused in finding models to satisfy
the concept constraints in the function’s interface. Moving internal
overloaded functions from the library into extra concept constraints
does not change this: ambiguities are found when resolving those
extra constraints when calling the library function, and those new
constraints become part of the function’s interface.

As a variation of static overloading, overload resolution could
be performed to find the most-specialized unambiguous specializa-
tion. In our example this approach would lead to the same result
as static overloading. To exhibit a difference, assume a fourth over-
load of sort() with constraint set A1, such that B ≺ A1, C ≺ A1,
and A1 ≺ A. A1 would now be the most-specialized unambiguous
match. A result is guaranteed to exist by the existence of the over-
load A that was necessary for type checking the body of f(). Again,
type checking is modular. This approach provides a limited form of
specialization. The specializations of advance(), distance(), etc. in
the STL would be found, since their constraint sets form a chain.
The down-side is that the selected overload may be less efficient
or use more resources than any of the more specialized overloads
that were rejected due to ambiguity, which would be the case in
Figure 5. Silently ignoring the ambiguous definitions may thus not
be the desired outcome: the only observable effect of the ambiguity
would be degraded efficiency.

4.1.2 Preference rules
Several additional criteria to define a total ordering between con-
straint sets, and thus overloads, are possible. One criterion is the
order of definitions within the program text. This rule corresponds
to pattern matching as commonly found in functional languages. In
pattern matching constraints can freely overlap, but are tried in or-
der. Pattern matching constructs typically require all the cases to be
together. The cases in ConceptC++ are freely extensible, however,
making the ordering vulnerable to subtle changes in code, such as
reordering of include files.

CLOS [2] and CommonLoops [3] averted the ambiguity prob-
lems by using the argument positions as a tie-breaker, favoring ear-
lier argument positions. Such rules have been criticized (e.g., [6])
for forcing programmers to consider the effects of a seemingly or-
thogonal detail, the argument order of functions, on method lookup.
Furthermore, such automatic rules can hide ambiguities that are
programming errors and should be detected.

Such rules would be even more subtle in ConceptC++, where
constraints do not necessarily arise from a single function argu-



ment: multi-parameter concepts are possible and appear, e.g, in the
standard library.

4.1.3 Exhaustive search
It is possible to detect that a generic call could, with suitable argu-
ment types, exhibit an ambiguity. In our example, this means exam-
ining the generic function f() only and proceeding as follows. Once
the best matching sort() overload, based on constraint set A, has
been identified, all other overloads that can potentially match (have
stronger requirements than A) are collected. We make the open-
world assumption: the type checking cannot use any knowledge on
what types exist in the program. This means that type checker must
assume that for any combination of concepts, there can be types that
model those concepts and types that don’t. We can thus view a re-
quirement “type T models concept A” as a truth variable, consider
each overload as a Boolean formula, and analyze the set of these
Boolean formulas to determine whether ambiguities can arise.

Let us pick a Boolean variable for each constraint mentioned
in the set of potentially matching overloads. Overload resolution
then becomes the analysis of all possible truth assignments to the
formulas derived from each overload. If for each truth assignment:

• exactly one formula is true, or
• more than one formula is true and the overloads these formulas

originate from are totally ordered,

then a unique best-matching function is guaranteed to exist. This
algorithm is exponential in worst case. Most likely the exponent
will not be big, but there is no guarantee of this. Ernst et al. [11]
discuss a unified framework for dispatching, where specialization
ordering is defined via logical implication, and show how ensuring
that a single most specific method exists reduces to tautology test-
ing. They argue that with some tailoring of the algorithm, the test
is fast in many practical situations.

If a potential ambiguity is detected, it can be resolved by adding
a tie-breaking overload between all pairs of ambiguous overloads.
The constraint sets of these new overloads must be the conjunction
of the constraint sets of the ambiguous overloads. In our running
example, this means providing an overload for sort() with the con-
straint set B ∧C. Note that these new functions can be ambiguous,
so the process may need to be repeated recursively: an overload
may be required for every combination of a set of independent con-
cepts, possibly requiring an exponential number of overloads. This
approach could lead to several false positives, and force library de-
velopers to write meaningless tie-breaker functions. Note that in
our example, if it was guaranteed that no type can satisfy both con-
straint sets B and C simultaneously, the tie-breaking sort() func-
tion would be unnecessary. The type system of ConceptC++ does
not support the expression of such guarantees, as discussed in Sec-
tion 4.2.

Millstein and Chambers provide a set of restrictions on multi-
methods (System M) to allow less expensive modular type check-
ing [29]. One of the necessary restrictions (M1) of System M how-
ever, is not suitable for generic programming: this rule requires
that one specified argument position must be specialized with only
types local to the current module. Converted to concept-based spe-
cialization, this implies that each specialization of a function must
be based on a locally defined concept.

4.1.4 Allow instantiation time errors
In this approach overload resolution is redone with full type infor-
mation at instantiation time, and errors are produced if ambiguities
are detected. Hence, no effort is made to detect potential ambigu-
ities, or even whether the program contains types that can exhibit
those ambiguities. This is the approach taken by C++ today. Simi-
lar ambiguities can appear in the context of Haskell type classes as

overlapping instances of a type class with type patterns that unify,
but neither of which subsumes the other [35, § 3.7].

Approaches for handling them have varied from detecting all
patterns which unify before any conflicting instance is used, as is
done by Hugs and Glasgow Haskell Compiler (GHC) versions prior
to 6.4, to allowing ambiguities to exist, and only detecting them
when an ambiguous instance lookup occurs, as is done by GHC
version 6.4 [47, §7.4.4.1]. A similar trend can be seen in the devel-
opment of MultiJava and its later extension Relaxed MultiJava [30].

Delaying the detection of ambiguities to instantiation time can
be viewed as a whole-program analysis. Less accurate whole-
program analyses are possible, such as ensuring that a program
contains no types that would exhibit the ambiguity; such an ap-
proach is described in the context of multimethods, e.g., as System
G in [29] and is used in Cecil [9].

The approach chosen for ConceptC++ is allowing instantiation-
time errors to occur. In the first phase of type checking a single
best matching overload for each function call is identified, as de-
scribed in Section 2.1.4. Every function overload whose constraints
are stronger than the constraints of this selected function is con-
sidered when performing the second phase of overload resolution
with full type information during instantiation. This set of functions
can contain ambiguous overloads; constrained generics in C++, in
our design, do not deliver fully modular type checking. The crucial
question then becomes if and how it is possible to resolve the am-
biguity errors at the client-side of a generic library. The following
section discusses possible mechanisms to resolve ambiguities both
at the implementation-side and client-side.

4.2 Resolving ambiguities
The basic language mechanism for resolving ambiguities is the def-
inition of tie-breaking overloads, with the consequences described
in Section 4.1.3. We can envision mechanisms that reduce the num-
ber of necessary tie-breakers that merely forward a call to one of
the ambiguous overloads, rather than adding any new code. First,
negating a concept constraint can cause an overload to not match
for a case that would otherwise be ambiguous. For example, using
a negative constraint in the last sort() overload in Figure 5, we could
remove the ambiguity in favor of the sort() with the empty body:

template<typename S>
where { RandomAccessSequence<S>, !SortedSequence<S>,
where { LessThanComparable<value type> }
void sort(S& s) { quick sort(s); };

Negative constraints are allowed in the frameworks of predicate
classes [7] and predicate dispatching [11], and also advocated
in [46]. Negative constraints can reduce the number of tie-breaker
functions required, but the effect is “shallow.” From a type check-
ing perspective, the only information that a negative constraint
can propagate into the template body is the fact that a particular
model does not exist, which presumably could resolve ambiguities
in the template. However, ambiguities occur when specializations
are found at instantiation time, during which the constraints in
the where clause are not used (because concrete types are avail-
able). Moreover, negative constraints require knowledge of the en-
tire overload set a priori. New overloads may necessitate adding
additional negative constraints to existing functions to keep the
overload set unambiguous.

Another approach is to remove the source of the ambiguity
without changing the ambiguous functions by declaring certain sets
of concepts to be disjoint: no single type can ever be a model of
more that one concept in such sets. This is the concept-based analog
to disjointness assertions for predicate classes [7], as appear in the
Cecil language [9]. For example, the ambiguity in Figure 5 could
be resolved by stating that it the concepts RandomAccessSequence



and SortedSequence are disjoint. This would, however, render sorted
random access sequences illegal!

Defining a preference order between concepts, in addition to
the order induced by the refinement relation, could also serve to re-
solve ambiguities. In the sort() example, we could state that Sorted-
Sequence is a more preferred concept than RandomAccessSequence.
Such decisions seem arbitrary. Here, the ambiguity would be re-
solved in a desired way, selecting the more efficient overload. The
same ordering would be then forced in the whole program and
might lead an undesired, less efficient, function to be selected for
another overload set elsewhere in the program. A variation of this
approach is to specify the preference ordering for a single type
at a time. For example, we could declare that my ra priority queue
models SortedSequence “more” than RandomAccessSequence. A type
class-based overloading mechanism for Haskell with similar behav-
ior is discussed in [22].

A direct mechanism to resolve an ambiguity is to explicitly
qualify the overload to call. This form of ambiguity resolution
appears in C++ when taking a pointer of an overloaded function,
where the entire signature of the selected overload must be written
out. This is verbose, but more fundamentally, cannot serve as a
general mechanism for resolving ambiguities. An ambiguous call,
both in current C++ and ConceptC++, can occur nested inside a
library, and cannot be accessed by the programmer.

While there are many partial solutions to resolve ambiguities,
none of the solutions presented is clearly superior to the others. The
following section describes the design choices that informed Con-
ceptC++ and details library- and client-side approaches to resolving
ambiguities.

4.3 Resolving ambiguities in ConceptC++
We rejected static overloading as the solution for ConceptC++. Spe-
cialization is an integral part of achieving efficiency with generic
programming and is widely used in generic C++ libraries. With
static overloading, specialization requires more pre-planning and
is achieved in a roundabout manner, which discourages its use.
Hence, ConceptC++ is vulnerable to ambiguities that follow from
specialization. Potentially ambiguous overloads are not statically
detected. Our conjecture is that vast majority of the potentially am-
biguous overloads will never exhibit a real ambiguity. Although
we do not yet have a sufficiently large base of ConceptC++ code
to thoroughly evaluate our decision, we have yet to encounter such
ambiguities in practice. This conjecture is in line with recent design
choices in Haskell and Relaxed MultiJava, as we discuss in Sec-
tion 4.1.4. Specialization is commonplace in C++ and overloads for
the same functions can be provided in several include files. We also
do not require programmers to add tie-breaking overloads during
library composition that do not resolve real ambiguities. Neither
do we provide any of the features to reduce the number of neces-
sary tie-breaker overloads. However, we note that the client-side
effects of negative constraints can be emulated within our system
using metaprogramming techniques [18], but constraints expressed
in this way will be ignored when type checking templates.

To resolve the (hopefully rare) ambiguities on the client side, we
can rely on standard C++ mechanisms. Thin adaptor classes can be
created for types that are the sources of the ambiguities, exposing a
subset of the functionality of the data types involved. For instance,
we could solve the ambiguity of sort() functions in Section 3.2 by
creating an adaptor for the my ra priority queue class as follows:

class my ra priority queue { ... };
model SortedSequence<my ra priority queue> { ... };
model RandomAccessSequence<my ra priority queue> { ... };

my ra priority queue pq; ...

class my adapted priority queue : public my ra priority queue {
// define forwarding constructors/functions...

};
model SortedSequence<my adapted priority queue> { ... };

sort(my adapted priority queue(pq));

This is somewhat cumbersome, and it remains to be evaluated
whether a more direct mechanism is worth supporting. We note,
however, that there are cases that cannot be solved with adaptors,
or with any other client-side ambiguity resolution mechanisms
discussed in Section 4.2:

template<typename T> concept A {};
template<typename T> concept B : A<T> {};

template<typename T, typename U> where { A<T>, A<U> }
void f(T, U);

template<typename T, typename U> where { B<T>, A<U> }
void f(T, U);

template<typename T, typename U> where { A<T>, B<U> }
void f(T, U);

template<typename T> where { A<T> }
void g(T t) { f(t, t); }

If g() in this example is invoked with a type that models B, no adap-
tor can be written to select either of the more specialized overloads.
C++, however, does not have a real module system, so in the case
that such persistent and difficult to resolve ambiguities would arise,
it is always possible to add the necessary tie-breaking overloads.
In summary, our design of ConceptC++ favors the expressiveness
of unrestricted specialization even though it compromises modular
type checking in some pathological situations. The set of special-
izations is always extensible, and the programmer is not forced to
maintain the property that a unique most specialized definition ex-
ists for all possible calls. As in C++ today, ambiguities are only re-
ported if they appear, not if they are a mere possibility. C++ offers
mechanisms to resolve the ambiguities in all cases.

5. Related work
Stroustrup and Dos Reis propose an alternative formulation for con-
cepts in C++ [10, 46]. Although the terminology differs, the ba-
sic structure of both proposals is the same, with concepts as en-
tities that encapsulate a set of requirements, models that provide
the mapping between a set of types and a concept, and where
clauses that list constraints on templates. The major differences be-
tween the proposals occur in two places: how operations and re-
finements are specified within a concept and what kinds of require-
ments can occur within a where clause. The two proposals take
different approaches to type checking templates. Stroustrup and
Dos Reis stress convertibility between types as fundamental to type
checking. For instance, a concept can specify a requirement for a <
operator with the usage pattern bool b = x < y (where x and y are
variables of some type T), which requires an operator < such that
values of type T can be converted to its parameter types and whose
return type is convertible to bool. Our proposal, on the other hand,
considers type identity to be fundamental to type checking: a sig-
nature bool operator<(const T&, const T&) provides precise types
that are used in type checking. Conversions may occur when there
exists a suitable conversion function (e.g., operator T(const U&)),
but are not considered to be special. In addition, our system per-
mits strong type aliasing in templates by way of same-type con-
straints, a feature that cannot be emulated. Despite the differences
in approaches to type checking templates, the same fundamental
tension exists between modular type checking and specialization.
Although we have explored this tension within our own system for



constrained genericity, we believe that the results can translate to
the system of Stroustrup and Dos Reis.

Problems similar to those we have encountered with specializa-
tion and modular type checking for templates have been studied
in the context of multimethods [2, 3, 6, 8, 29, 30] and Haskell type
classes with overlapping instance declarations [35] [47, §7.4.4.1].
Section 4 discusses these connections in detail. The qualified types
framework [21] details properties of the implication-based special-
ization ordering we use in ConceptC++.

Concepts in ConceptC++ are used to express sets of constraints
on type parameters of generic functions. Related mechanisms exist
in Haskell (type classes), C# and Java (interfaces), ML (signatures),
and many other languages, as briefly discussed in Section 2.1.
An extensive study of how these language mechanisms relate to
concepts, and of their effectiveness for generic programming, is
given in [13].

6. Conclusions
Generic programming grew up in the unconstrained world of C++
templates, the flexibility of which made it possible to develop
generic libraries that pay little or no performance penalty for their
abstractions. However, the techniques required to realize generic
programming in C++ make the construction and use of generic
libraries overly complicated.

By introducing constrained generics into C++, we hope to cap-
ture the essential features required for generic programming while
retaining the flexibility and efficiency that has made generic pro-
gramming successful in C++. In particular, we wanted to introduce
modular type checking for constrained C++ templates but retain
C++ specialization and overloading. In this paper we have described
the tension between these two design goals and evaluated the solu-
tions provided for similar problems with multimethods.

Our proposed variant of C++ for generic programming, Con-
ceptC++, is the result of many design tradeoffs in modular type
safety and support for specialization. We have implemented our
design for constrained genericity [16] in ConceptGCC [15] and
performed an extensive evaluation on the compiler by extending
the GNU C++ Standard Template Library (libstdc++) to use Con-
ceptC++. Detailed reporting on this effort is future work, but we
can summarize the main results here. We found that ConceptC++
is able to express the ideas of the STL cleanly and concisely, for-
malizing what has long been present only in informal documenta-
tion. The end result is a major improvement in usability of generic
programming in C++: errors that previously generated hundreds or
thousands of lines of error messages now generate short, direct er-
ror messages; generic algorithms that before required complex C++
template idioms were drastically simplified using the new features
of ConceptC++; and by introducing type checking of templates we
uncovered several bugs in the libstdc++ implementation.
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